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Introduction
• Large amounts of text data are created in recent years

facilitated by the development of web, social network, and
mobile technologies.
• Researchers can benefit from rich sources of information
if they can extract useful variables from text data sources
such as
• News
• Reviews and web pages
• Financial reports (e.g., 10-K)

• Introduce text mining models and algorithms in this talk
• Information extraction
• Sentiment analysis
• Topic models
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Motivation Example: Information
Extraction (Named Entities)
• USA Today, 2016/5/2
• Streaming service Hulu is planning to expand from only offering

on-demand video to adding live network and cable TV feeds.
• The online video destination, which is owned by ABC, Fox and

NBC, is already a competitor to Netflix and Amazon Video. But
this move would also put it in competition against Dish
Network's Sling TV and Sony's PlayStation Vue services.
• ABC, the Disney Channel, ESPN, Fox, FX, Fox News and

Fox's sports channels are expected to be among the linear, live
channels available on the service, which is expected to launch
next year, according to a person close to the situation who was
unable to speak publicly for the company.
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Motivation Example: Information
Extraction (Named Entities)

• Note the tagging errors
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Motivation Example: Sentiment Analysis
• This DVD of Twilight has 3

discs in it! The extras on each
disc are awesome! If you are a
true Twilight Fan, you'll want
this edition!!
• The box on mine was ripped so

I am truly unsatisfied.

• Positive

(0.9)

• Negative

(0.7)
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Motivation Example: Topic Models
• Input: conference papers from Neural Information

Processing Systems (NIPS)
• NIPS is a leading conference in machine learning
• 17 years (1987 to 2003)
• 2,326 research papers
• 24,353 unique words
• 3,303,020 word tokens

• Processed by Topic-over-time topic model
• Number of topics =50
• Training time = 10 hours

Xuerui Wang and Andrew McCallum. 2006. Topics over time:
a non-Markov continuous-time model of topical trends. KDD 2006.
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Motivation Example: Topics Trends
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INFORMATION
EXTRACTION
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Information Extraction
• Goal: discover structured information from unstructured

text
• Named entity recognition (NER): identify person, organization,

location, and time.
• Relation extraction: detecting and characterizing the semantic
relations between entities in text. (will not go into details in this talk)

• Example Usage:
• NER: Given a collection of news articles, identify the companies
appeared in these document.
• Relation extraction: Identify the relations between person and
companies (e.g. new CEO).
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Building NER Modules
• Two approaches to build an NER module
• Rule-based approaches
• Statistical learning approaches
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Rule-Based Approaches
• Build a set of rules for NER manually or automatically.
• Pass each token in text through the rules to match named

entity candidates.
• Example:
• Time and again, Mr. Trump shows disrespect to his opponents,

hounds media representatives who pose uncomfortable questions
and jeers at audience members who object to his claims.
• Named entity “Mr. Trump” can be found using the following regular
expression: Mr\.\s+([A-Z][a-z]+\s?)+

• Regular expression is a popular method to construct

string patterns
• Much more flexible than string operations in Excel.
• Can specify patterns of varying length.
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Statistical Learning Approaches
• Treat NER as a sequential labeling problem.
• Use the “BIO” notation.
• B: Beginning of a named entity
• I: inside, but not the beginning
• O: outside of the named entities
• The goal is to train a model that can automatically label B,

I, or O for unseen sentences.
• Example representation:

x: observation sequence

y: label sequence
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Sequence Labeling Algorithms
• Three commonly used algorithms:
• Hidden Markov Model (HMM) (Omitted in this talk)
• Maximum Entropy Markov Models (MEMM) (Omitted in this talk)
• Conditional Random Field (CRF)
• y: label sequence; x: observation sequence
MEMM

𝑦𝑖−1

…. 𝑥𝑖−1

𝑦𝑖

𝑥𝑖

CRF

𝑦𝑖+1

𝑥𝑖+1

𝑦𝑖−1

….

…. 𝑥𝑖−1

𝑦𝑖

𝑥𝑖

𝑦𝑖+1

𝑥𝑖+1

….
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Conditional Random Field (CRF)
CRF

• HMM is a generative model

𝑦𝑖−1

𝑦𝑖

𝑦𝑖+1

• Discriminative models deal with

𝑝(𝒚|𝒙) directly, and may
….
…. 𝑥𝑖−1
𝑥𝑖
𝑥𝑖+1
give a lower prediction error.
• CRF often performs better in NER tasks.
• The dependency of 𝑦𝑖 ’s are undirected.
• 𝑦𝑖 depends on 𝑦𝑖−1 , 𝑦𝑖+1 and 𝒙 = (𝑥1 , … , 𝑥𝑖−1 , 𝑥𝑖 , 𝑥𝑖+1 , … , 𝑥𝑛 )
•𝑝 𝒚𝒙 =

1
exp
𝑍(𝒙)

σ𝑖 σ𝑗 𝜆𝑖𝑗 𝑓𝑖𝑗 𝑦𝑖 , 𝑦𝑖−1 , 𝒙

• 𝑍 𝒙 = σ𝒚′ exp σ𝑖 σ𝑗 𝜆𝑖𝑗 𝑓𝑖𝑗 𝑦𝑖 ′, 𝑦𝑖−1 ′, 𝒙
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CRF

CRF (Cont’d.)
•𝑝 𝒚𝒙 =

1
exp
𝑍(𝒙)

σ𝑖 σ𝑗 𝜆𝑖𝑗 𝑓𝑖𝑗 𝑦𝑖 , 𝑦𝑖−1 , 𝒙

𝑦𝑖−1

𝑦𝑖

…. 𝑥𝑖−1

𝑥𝑖

• 𝑍 𝒙 = σ𝒚′ exp σ𝑖 σ𝑗 𝜆𝑖𝑗 𝑓𝑖𝑗 𝑦𝑖 ′, 𝑦𝑖−1 ′, 𝒙
• Example 𝑓 ⋅ :

1,
• 𝑓 𝑦𝑖 , 𝑦𝑖−1 , 𝑥 = ቊ
0,

If 𝑦𝑖−1 = 0 and 𝑦𝑖 =B-PER and word(𝑥𝑖 )=“Mr.”
Otherwise

• Good designing of 𝑓 ⋅ leads to good performance.
• Common choices of 𝑓(⋅) includes label-label features, and labelword features.
• Create all potential 𝑓(⋅), the learning process determines 𝜆𝑖𝑗
• Learning: Maximize 𝑝 𝒚 𝒙 with L2 regularization via

numerical methods
• E.g., L-BFGS, generalized iterative scaling (GIS).

𝑦𝑖+1

𝑥𝑖+1

…
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Evaluation
• General purpose information extraction systems
• Standard testbed are available
• Manually annotated news articles
• Automatic content extraction (ACE) dataset
• Message Understanding Conference-6 (MUC-6) dataset
• CoNLL-2003
• Performance measures
• Precision: percentage of correct instances among identified
positive instances
• Recall: percentage of correct instances that are identified as
positive.
• F-1 score: geometric mean of precision and recall

• Current state-of-art:
• NER: 90% F-1 score trained and tested on the same domain.
• Relation extraction: 77% F-1 score (ACE dataset)
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OPINION MINING AND
SENTIMENT ANALYSIS
Part of the slides were adopted from:
Dr. Bing Liu and Dr. Dan Jurafsky
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Opinion Mining and Sentiment Analysis
Park Taipei Hotel
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Opinion Mining and Sentiment Analysis
• An opinion is a positive or negative sentiment, attitude,

emotion, or appraisal about an entity or an aspect of the
entity from an opinion holder.
• Opinion components:
• Entity (e.g. iPhone 6S)
• Aspect (e.g., battery life)
• Orientation of opinion about the aspect (e.g., positive or negative)
• Opinion holder (e.g., user bigXYZ)
• Time when the opinion is expressed (e.g., 2014-03-02 10:32pm).

• Common data source:
• Review sites, Blogs, News, Microblogs
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Objective of Opinion Mining
• Given an opinionated document, find
• Entity, aspect, orientation, opinion holder, and time.
• Or, find a subset of these features

• Example review:

Entity, aspect, orientation, opinion holder

• I bought an iPhone a few days ago.

• It was such a nice phone.

iPhone, general, positive, user

• The touch screen was really cool.

iPhone, screen, positive, user

• The voice quality was clear too.

iPhone, voice, positive, user

• However, my mother was mad with me

“me”, not telling, negative, “mom”

as I did not tell her before I bought the phone.
• She also thought the phone was too expensive,
iPhone, price, negative, “mom”
and wanted me to return it to the shop.
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Tasks of Opinion Mining
• Document sentiment classification
• Supervised learning
• Dictionary-based approach
• Dictionary expansion/construction

• Aspect-based sentiment analysis (omitted)
• Sentiment classification
• Aspect extraction
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Document Sentiment Classification
• Goal: Determine the general opinion orientation of a

document
• Assumption: the document is about an entity that can be identified

by other algorithms.

• General procedure:
• Human annotation (at document level)
• Tokenization
• Feature Extraction
• Classification using different classifiers
• Naïve Bayes
• Logistic regression (with L1 or L2 regularizations)
• Support vector machines (SVM)

IMDB data in the Pang and Lee
database
✓
✗
when _star wars_ came out some twenty years
ago , the image of traveling throughout the
stars has become a commonplace image . […]
when han solo goes light speed , the stars
change to bright lines , going towards the
viewer in lines that converge at an invisible
point .
cool .
_october sky_ offers a much simpler image–
that of a single white dot , traveling horizontally
across the night sky . [. . . ]

“ snake eyes ” is the most
aggravating kind of movie : the kind
that shows so much potential then
becomes unbelievably disappointing .
it’s not just because this is a brian
depalma film , and since he’s a great
director and one who’s films are
always greeted with at least some
fanfare .
and it’s not even because this was a
film starring nicolas cage and since
he gives a brauvara performance ,
this film is hardly worth his talents .
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Tokenization
• Extract words from a document
• Chinese text: Word segmentation (中文斷詞)
• JIEBA: https://github.com/fxsjy/jieba
• MMSEG: http://technology.chtsai.org/mmseg/
• Issues
• Dealing with HTML and XML markups
• Twitter mark-up (names, hash tags)
• Capitalization (preserve for words in all caps)
• Phone numbers, dates
• Emoticons
•
•
•
•

Text symbols/strings that shows emotion
Quite different for different groups of users (Western vs. Eastern)
Twitter and Facebook
E.g.
• : :-) :) :D :o) :] :3 :c)
• :-D 8-D 8D x-D
• (>_<) (>_<)>

Smiley face
Laughing
Troubled
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Features Extraction
• Remove stop words?
• Stop words are the most common words in a corpus
• E.g. Function words (a, the, this, that)
• No universal stop word list for every applications.
• Need to check word frequency distribution first!

• Use only adjective words?
• Bag-of-word representation
• Convert a document 𝑑 into a long vector, each position corresponds to
a unique word
• Vector value:
• 0 or 1: whether the word appear in this document
• Term frequency: how many time the word appear in this document
• Term frequency, inverse document frequency (TF-IDF)
For word 𝑡, the value is: 𝑡𝑓 𝑡, 𝑑 × 𝑖𝑑𝑓 𝑡, 𝐷
• 𝑡𝑓 𝑡, 𝑑 = 1 + log 𝑓(𝑡, 𝑑)
• 𝑖𝑑𝑓 𝑡, 𝐷 = log

𝑁
𝑑∈𝐷,𝑡∈𝑑

; 𝐷 is the collection of all documents
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Features Extraction: Negation
• How to handle negation
• I didn’t like this movie
vs
• I really like this movie

Add NOT_ to every word between negation and following
punctuation:

didn’t like this movie , but I
didn’t NOT_like NOT_this NOT_movie but I
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Document Sentiment Classification
• Many general purpose classifiers can be adopted for this

purpose
• Naïve Bayes: a simple baseline approaches that often works

reasonably well with moderately large datasets
• Logistic regressions (with L2 regularizations): also a popular choice
• Support vector machines (SVM): a powerful family of generalpurpose classifier (will not cover in this talk)

• Often need to try different combinations of feature

representations and classifiers to figure out the best
recipe.
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Naïve Bayes Classifiers
Given a document 𝑊 that contains words 𝑤1 , 𝑤2 , …,
the probability that this document belongs to class 𝑐𝑗

𝑝 𝑐𝑗 𝑊 ∝ 𝑝 𝑐𝑗 𝑝 𝑊 𝑐𝑗 = 𝑝 𝑐𝑗

ෑ

𝑐𝑗 : 𝑑𝑜𝑐𝑢𝑚𝑒𝑛𝑡 𝑐𝑙𝑎𝑠𝑠,

e.g., positive or negative

p wi cj

i∈𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛𝑠

cNB = argmax P(c j )
c j ÎC

Õ

P(wi | c j )

iÎ positions

count(w, c) +1
P̂(w | c) =
count(c) + V

Add-one smoothing

Cross-Validation
• Break up data into 10 folds
• (Equal positive and negative
inside each fold?)

• For each fold
• Choose the fold as a
temporary test set
• Train on 9 folds, compute
performance on the test fold

Iteration
1

Test

Training

2

3

Training

Test

Training

Test

Training

• Report average performance

of the 10 runs

4

5

Training

Training

Test

Test

Problems:
What makes reviews hard to classify?
• Subtlety:
• Perfume review in Perfumes: the Guide:

• “If you are reading this because it is your darling

fragrance, please wear it at home exclusively, and tape
the windows shut.”

• Ordering effect:
• “This film should be brilliant. It sounds like a great plot, the

actors are first grade, and the supporting cast is good as
well, and Stallone is attempting to deliver a good
performance. However, it can’t hold up.”
32

33

Document Sentiment Classification:
Dictionary-based Approaches
• Sentiment dictionary/lexicon are useful resources for

sentiment classification at different levels
• Document level
• Sentence level and aspect level (will discuss later)

• For document level tasks, can simply assign a positive

(negative) score by counting the number of positive and
negative words
• Positive score = # pos words / total word count
• Negative score = # neg words / total word count
• Net sentiment score (𝑠𝑒𝑛𝑡) = (# pos - # neg) / (#pos + #neg)
• Agreement score = 1 −

1 − 𝑠𝑒𝑛𝑡 2 (Antweiller and Frank, 2004)
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Dictionary-based Approaches (Cont’d.)
• NTU Sentiment dictionary (繁體中文; URL not working for a

while)
• 2813 positive words, 8277 negative words
• E.g. negative words: 下地獄, 下垂, 下垂度, 下流, 下流的
•

positive words: 大方, 大方的, 大無畏, 小天使

• MPQA Subjectivity Cues Lexicon (GNU GPL)
• http://www.cs.pitt.edu/mpqa/subj_lexicon.html
• 6885 words from 8221 lemmas
• 2718 positive and 4912 negative

• Each word annotated for intensity (strong, weak)

• Bing Liu Opinion Lexicon
• http://www.cs.uic.edu/~liub/FBS/opinion-lexicon-English.rar
• 6786 words
• 2006 positive and 4783 negative
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Dictionary-based Approaches
• General Inquirer (free to use)
• http://www.wjh.harvard.edu/~inquirer
• Positive (1915 words) and Negative (2291 words)
• Strong vs Weak, Active vs Passive, Overstated versus Understated
• Pleasure, Pain, Virtue, Vice, Motivation, Cognitive Orientation, etc

• Linguistic Inquiry and Word Count (LIWC)
• http://www.liwc.net/
• 2300 words, >70 classes
• Affective Processes

• negative emotion (bad, weird, hate, problem, tough)
• positive emotion (love, nice, sweet)
• Cognitive Processes

• Tentative (maybe, perhaps, guess), Inhibition (block, constraint)
• Pronouns, Negation (no, never), Quantifiers (few, many)
• $30 or $90 fee
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Dictionary-based Approaches (Cont’d.)
• Financial sentiment dictionary
• http://www3.nd.edu/~mcdonald/Word_Lists.html
• Constructed from financial reports (10-K)
• 2355 negative, 354 positive, 297 uncertainty, 903 litigious
• SentiWordNet
• http://sentiwordnet.isti.cnr.it/
•
•

All WordNet synsets automatically annotated for degrees of positivity,
negativity, and neutrality/objectiveness
[estimable(J,3)] “may be computed or estimated”

Pos
•

0

Neg 0

Obj 1

[estimable(J,1)] “deserving of respect or high regard”

Pos .75

Neg 0

Obj .25

37

Disagreements between polarity lexicons
Christopher Potts, Sentiment Tutorial, 2011
Opinion
Lexicon

MPQA

General
Inquirer

LIWC

1127/4214 (27%)

12/363 (3%)

Opinion
Lexicon

32/2411 (1%) 1004/3994 (25%)

9/403 (2%)

General
Inquirer

520/2306 (23%)

1/204 (0.5%)

SentiWordNet
LIWC

33/5402 49/2867 (2%)
(0.6%)

SentiWordNet

174/694
(25%)
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Dictionary Expansion/Construction
• Existing sentiment dictionaries provide the fundamental

resources for sentiment analysis.
• However, opinion orientations may differ in different
application domains.
• E.g. “unpredictable” is negative for an automotive review, but

positive for a movie review as in “unpredictable plot.”

• For better performance, need to construct/adopt the

lexicon resources for/to the application domain.
• The basic idea is to leverage to co-occurrence structure
• Positive words often co-occur with positive words.
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TOPIC MODELS
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Introduction
• Topic modeling, a family of unsupervised learning models,

is useful in discovering latent topic structures in free text
data.
• Topic models assume that a document is the mixture of
topic distributions.
• Each topic is a distribution of the vocabulary.
• We will focus on Latent Dirichlet allocation (LDA) (Blei
2003).
• Evolved from several similar models:
• Latent Semantic Indexing using singular value decomposition
(SVD) (Deerwester et al. 1990).
• Probabilistic Latent Semantic Indexing (pLSI) (Hofmann 1999)

Introduction (Cont’d.)
Statistical Topic Models for Text Mining
Text
Collections

Topic models
(Multinomial distributions)
Probabilistic
Topic Modeling

…

PLSA [Hofmann 99]
LDA [Blei et al. 03]

Author-Topic
[Steyvers et al. 04]
Pachinko allocation
[Li & McCallum 06]

Topic over time

…

[Wang et al. 06]

term
relevance
weight
feedback
independ.
model
…
web
search
link
graph
…

…

0.16
0.08
0.07
0.04
0.03
0.03

Subtopic discovery
Topical pattern
analysis
Summarization

0.21
0.10
0.08
0.05

Opinion comparison

…

LDA Generative Process
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LDA Inference Problem
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Graphical Representation
• 𝛼 and 𝛽 are fixed parameters for

Dirichlet distribution
• Need to estimate z, 𝜃
• 𝑤 is observed words
• Generate topics:

𝑑

,𝜙

𝑧

• For each z=1, 2, …, T
• Draw 𝜙 𝑧 from 𝐷𝑖𝑟𝑖𝑐ℎ𝑙𝑒𝑡(𝛽)
• The length of 𝜙 𝑧 equals the

vocabulary size.
• Generate a documents
• For d=1, 2, …, D
• Draw 𝜃 𝑑 from 𝐷𝑖𝑟𝑖𝑐ℎ𝑙𝑒𝑡(𝛼)
• For each position 𝑖 = 1, 2, … , 𝑁𝑑 in
document d,
• Draw z from 𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦(𝜃 𝑑 )
• Draw w from 𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦(𝜙 𝑧 )
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Comments on LDA Data Generation
Process (DGP)
• A DGP defines the characteristics of the observed dataset
• All words in a document share the same 𝜃 𝑑 . That is,

they are generated from an unseen topic mix
• 𝜃 𝑑 characterizes document d

• 𝜃 𝑑 is the document-specific random effect

• Only w is observable
• 𝜃 𝑑 and 𝑧 are latent variables and

𝜙

𝑧

are parameters

• The number of latent variable grows

with the size of the dataset
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Model Inference
• The insights of LDA comes from the estimated

parameter:
• 𝜙 𝑧 : the word distribution of a topic; (what are

important keywords in this topic)
• 𝜃 𝑑 : the topic mix of a document; can be seen as a

projection of words to a space with reduced
dimensions
• 𝑧: the latent topic of each word

• Need to estimate the distributions of

parameters and latent variables conditional on
observed words
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Model Inference Methods
Model

Latent Z

La tent
Other
Integrate
Out

Parameter

Collapsed
Gi bbs
Sampling
Stochastic EM

LDA

Sample

TOT

Sample

Integrate
Out

Integrate out 𝜙 𝑗 ;
maximize
w.r.t
other parameters

Va riational
Bayes

Maximize
LDA and Assume
Assume
DTM
Independent Independent
(retain
sequential
structure in
DTM)

Integrate out 𝜙

𝑗
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Example
• TREC AP Corpus

(Blei, 2003)
• 16,000 documents,

removed stop words
• LDA with 100 topics
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Limitations of The LDA Model
• Additional meta-data information cannot be included into

the model
• Partially addressed problem:
• The author-topic model (AT) (Rosen-Zvi 2010) and Dirichlet-

multinomial regression (DMR) (Mimno and McCallum, 2008)
• The AT model delivers worse performance compared to the LDA
model
• Except when testing articles are very short

• The AT model is not a general framework to include arbitrary

document-level meta data into the model

Full text at http://goo.gl/9c1s4d

Internet+ 系列論壇
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MODELING HEALTHCARE
DATA VIA MULTIPLE CHANNEL
LATENT DIRICHLET
ALLOCATION

Full text at http://goo.gl/9c1s4d

Internet+ 系列論壇
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Introduction
• Health insurance providers routinely collect

insurance claim data from multiple healthcare
institutions
• Contain important health information including

diagnoses, medications, and contextual information
(e.g. patient demographics).
• Originally collected for billing purpose.
• Key data elements are also essential fields in electronic
medical records.
• 健保局釋出健保資料給
• 國衛院建置「全民健康保險研究資料庫
• 衛福部建置「健康資料加值應用協作中心」

Full text at http://goo.gl/9c1s4d

Internet+ 系列論壇
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Introduction (Cont’d.)

來源: 標準檢驗局 2016/2/23

Full text at http://goo.gl/9c1s4d

Internet+ 系列論壇
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Introduction (Cont’d.)
• Diagnoses: Encoded using International Classification of

Disease Version 9 (ICD-9)
• Identify the main health problems of a patient visit.

• Medications: The treatment based on the diagnoses and

medical guidelines
• Contextual information
• Sex, age, physician speciality, etc.
ICD9

Ename
690*Erythematosquamous dermatosis
690.1Seborrheic dermatitis, unspecified
690.11 Seborrhea capitis
690.12Seborrheic infantile dermatitis
690.18Other seborrheic dermatitis
690.8Other erythematosquamous dermatosis
691*Atopic dermatitis and related conditions
Contact dermatitis and other eczema, due
692.1 to oils and greases
Contact dermatitis and other eczema, due
692.2 to solvents

Cname
紅斑脫屑皮膚病
脂漏性皮膚炎
頭皮脂漏
幼年型脂漏性皮膚炎
其他脂漏性皮膚炎
其他紅斑脫屑皮膚病
異位性皮膚炎及相關狀態
接觸性皮膚炎及其他濕疹，油脂類所致
接觸性皮膚炎及其他濕疹，溶濟所致

Full text at http://goo.gl/9c1s4d

Internet+ 系列論壇
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Healthcare Data Modeling
• Goal: Develop a generative model for healthcare data

that could be used for clinical decision supports
• Capture the co-occurrence structures among diagnoses,

medications, and contextual information
• Accurate predictions
• Diagnoses + contextual info.  Medications

• Medications + contextual info.  Diagnoses

• Key ideas:
• Capture data co-occurrence through latent variables that
groups patients according to their health status.
• Adopt and extend the topic models to the context of
healthcare data mining.
• Our model: Multiple-Channel Latent Dirichlet Allocation
(MCLDA)

Full text at http://goo.gl/9c1s4d
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Latent Health
Status Group

DiagnosisMedication
Pairing

Diagnosis

Medication

Diag1
Diag2
Diag3

Rx1
Rx2
Rx3
Rx4

Diagnosis

Medication

(?)
(?)
(?)

Rx1
Rx2
Rx3
Rx4

Diagnosis

Medication

Diag1
Diag2
Diag3

(?)
(?)
(?)
(?)

45
31
32
11
22
19
6
23
62
5
8
44
21
69
25
70
24
42
17
12
28
33
47
53
4
64
1
18
55
9
61
29
65
35
37
52
43
41
13
20
16
58
54
2
49
57
48
34
36
59
63
56
51
10
38
3
7
26
67
68
50
14
46
30
40
66
39
15
27
60

Healthcare Data:
Diagnosis,
Medication,
Contextual Info.
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MCLDA Model

Diagnosis
Prediction

Medication
Prediction

3
38
10
51
56
63
59
36
34
48
57
49
2
54
58
16
20
13
41
43
52
37
35
65
29
61
9
55
18
1
64
4
53
47
33
28
12
17
42
24
70
25
69
21
44
8
5
62
23
6
19
22
11
32
31
45

Full text at http://goo.gl/9c1s4d
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Key Applications
• Up-to-date diagnosis-medication-patient

demographics relationships are useful for
• Decision support (e.g., recommending medications or
•
•
•
•

diagnosis).
Quality assurance (e.g., outlier detection, missing drug
detection).
Identify disease groups (i.e., comorbidity), facilitate
patient stratification and information retrieval.
Improve the completeness and accuracy of problem
lists in medical histories
Dimension reduction methods to overcome data
sparsity issues

Full text at http://goo.gl/9c1s4d
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Literature Review
• Mining for Diagnosis-Medication Associations.
• Topic Models.

Full text at http://goo.gl/9c1s4d
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Mining for Diagnosis-Medication
Associations
• Research problems:
• Predicting diagnoses given medications (Wright et al. 2012; Wright
et al. 2011)
• Predicting missing medications (Hasan et al. 2011)
• Discovering medication-diagnosis associations (McCoy et al. 2012;
Wright et al. 2010)
• Discovering diagnosis-diagnosis associations (Roque et al. 2011)
• Dataset:
• Medical records (Wright et al. 2010; Wright et al. 2011; Roque et al
2011)
• Diagnosis and medication from clinics (Hasan et al. 2011)
• Medline baseline database (Chen et al. 2008)

Full text at http://goo.gl/9c1s4d
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Key Technical Approaches
• Association rule mining (Wright et al. 2012; Wright

et al. 2011)
• Diagnosis-medication association
• Diagnosis-laboratory association

• Collaborative filtering (Hasan et al. 2011)
• K-nearest-neighborhood (kNN)
• Logistic regression
• Co-occurrence
• Popularity (unconditional probability)
• Crowdsourcing-based method
• Using manually-tagged database
• NLP approaches (Roque et al 2011; Chen 2008)

for free-text data sources

Full text at http://goo.gl/9c1s4d
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Performance and Evaluation
Task

Performance

Dataset

Diagnosis-medication
association (top 500)

Precision=89.2%

Medical records of
100,000 patients

Diagnosis-medication
association (11,029 pairs)

Precision=0.66
Recall=0.56

Manually created
diagnosismedication links

Predicting diagnosis given
medications

Accuracy=41%
(accepted by
domain exports)

Medical records
from 11 clinics

Predicting diagnosis given
medications

Sensitivity=93.9%,
PPV=91.7 (17
diagnosis groups)

Medical records of
100,000 patients

Predicting missing
medications

Hitrate@10=42% to
56%

Medical records of
less than 200
patients

60

Full text at http://goo.gl/9c1s4d

Internet+ 系列論壇

61

Topic Models: Latent Dirichlet Allocation
(LDA)
• LDA (Blei 2003; Grifﬁths and Steyvers 2004) is one of the

most popular text mining models that can be used to
discover the latent topical structures in a text collection.
• Based on a data-generating process involving the
Dirichlet distribution and multinomial distribution.
• Assume that a word in a document is generated by first
selecting a topic, then selecting a word from the topic.
• If a visit is treated as a document, then
a diagnosis  a word in the document
a medication a word in the document
• LDA can be applied to discover the latent health status groups in

the health insurance claim data.

Internet+ 系列論壇
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Latent Dirichlet Allocation (LDA) (Cont’d.)
Per-visit (document) health mix

Dirichlet
hyper-parameters
Health condition
group distributions

Per-token
group assignment

Observed token
(diagnosis or med.)

• LDA in the context of insurance claim data.
• A patient visit is treated as a document.
• A diagnosis or drug is treated as a word.
• 𝜙𝑡 are the conditional distribution of diagnosis and drugs in a health condition group.

Gibbs Sampler

• To generate samples from
• Given that we can not generate sample from joint but can from
conditional distribution.

64

Gibbs Sampler Example: Bivariate Gaussian
• One dimension a

time
• Draw 𝑝(𝜃1 |𝜃2 ), then
• Draw 𝑝 𝜃2 𝜃1
• Collect the points,
which will converge
to 𝑝(𝜃1 , 𝜃2 )

Full text at http://goo.gl/9c1s4d
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Gibbs sampling: What does it like?

Full text at http://goo.gl/9c1s4d
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Research Gaps and Questions
• Previous studies have investigated the diagnosis-

medications relationships because of their
importance for several clinical decision support tasks.
• Existing approaches mostly rely on association rule
mining, which has limited ability in
• Exploring the latent structure.
• Predicting medications (diagnoses) given diagnoses

(medications).

• Contextual information (e.g., patient demographics)

receives less attention in this line of research.
• Topic models may have the potential to enrich the
diagnosis-medication mining tasks
• But has limitation when adopting to the unique characteristics

of healthcare insurance claim data.

Full text at http://goo.gl/9c1s4d
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Research Questions
• How can we enhance topic model to better handle the

relationships among diagnosis, medication, and patient
demographics?
• Can the new model discover the latent structure in the
dataset?
• Can the new model predict diagnoses or medications
given partial data?

Full text at http://goo.gl/9c1s4d
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Multiple-Channel Latent Dirichlet
Allocation (MCLDA)
• MCLDA assumes that a patient visit reveals three types of

data:
• Diagnosis (e.g. ICD9 codes).
• Prescribed medications.
• Patient demographics (i.e. contextual information)

• These three types of data reflects the patient’s health

status, which is not directly observable.
• MCLDA defines a data generating process that links the
latent health status to observable variables.
• The latent health status fully explains the correlation
among diagnoses, medications, and patient
demographics.

Full text at http://goo.gl/9c1s4d
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MCLDA: Generative Process
• For each health status group t:
• Draw 𝜙𝑚,𝑡 ~𝐷𝑖𝑟(𝛽𝑚 ).
• Draw 𝜙𝑖,𝑡 ~𝐷𝑖𝑟(𝛽𝑖 ).
• Draw 𝜙ℎ,𝑡 ~𝐷𝑖𝑟(𝛽ℎ ).
• For each visit 𝑣:
• Draw health condition proportion
𝜃 𝑣 ~𝐷𝑖𝑟 𝛼 .
• For each drug at position n:
Draw 𝑧~𝑀𝑢𝑙𝑡(𝜃 𝑣 ).
𝑚
Draw 𝑊𝑣𝑛 ~𝑀𝑢𝑙𝑡(𝜙𝑚,𝑧 ).
• For each diagnosis at position n :
Draw 𝑧~𝑀𝑢𝑙𝑡(𝜃 𝑣 ).
𝑖
Draw𝑊𝑣𝑛 ~𝑀𝑢𝑙𝑡(𝜙𝑖,𝑧 ).
• For each patient demographic variable
at position n
Draw 𝑧~𝑀𝑢𝑙𝑡(𝜃 𝑣 ).
ℎ
Draw𝑊𝑣𝑛 ~𝑀𝑢𝑙𝑡(𝜙ℎ,𝑧 ).

Internet+ 系列論壇
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MCLDA: Generative Process (Example)
𝜃 𝑣 concentrates
around group 3 and
63 (drawn from a
Dirichlet distribution)

Draw 𝑧~𝑀𝑢𝑙𝑡𝑖𝑛𝑜𝑚𝑖𝑎𝑙(𝜃
 z=63

𝑣

)

Latent
Group

Prob.

Diagnosis

63

0.45

53550 Unspecified gastritis and
gastroduodenitis, without
mention of hemorrhage (胃炎及
胃十二指腸炎, 未提及出血)

63

0.21

5649 Unspecified functional
disorder of intestine (腸功能性疾
患)

Draw diagnosis from 𝜙𝑖,63

Diagnosis = [5649] Unspecified
functional disorder of intestine
(腸功能性疾患)

⋮

Full text at http://goo.gl/9c1s4d
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MCLDA: Generative Process (Example)
𝜃 𝑣 concentrates
around group 3 and
63 (drawn from a
Dirichlet distribution)

Draw
𝑧~𝑀𝑢𝑙𝑡𝑖𝑛𝑜𝑚𝑖𝑎𝑙(𝜃
 z=63

𝑣

)

Draw
𝑧~𝑀𝑢𝑙𝑡𝑖𝑛𝑜𝑚𝑖𝑎𝑙(𝜃
 z=3

𝑣

)

Draw
𝑧~𝑀𝑢𝑙𝑡𝑖𝑛𝑜𝑚𝑖𝑎𝑙(𝜃
 z=63

𝑣

)

Draw diagnosis from
𝜙𝑖,63

Draw diagnosis from
𝜙𝑖,3

Draw medications
from 𝜙𝑚,63

Diagnosis = [5649]
Unspecified
functional disorder of
intestine
(腸功能性疾患)

Diagnosis = [4659]
Acute upper
respiretory infections
of unspecified site (急
性上呼吸道感染)

Medication =
MAGNESIUM
HYDROXIDE (瀉劑及
緩瀉劑)

Internet+ 系列論壇
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MCLDA: Model Inference

?
Draw
𝑧~𝑀𝑢𝑙𝑡𝑖𝑛𝑜𝑚𝑖𝑎𝑙(𝜃
 z=63
?

𝑣

)

Draw
𝑧~𝑀𝑢𝑙𝑡𝑖𝑛𝑜𝑚𝑖𝑎𝑙(𝜃
 z=3
?

𝑣

)

Draw
𝑧~𝑀𝑢𝑙𝑡𝑖𝑛𝑜𝑚𝑖𝑎𝑙(𝜃
?
 z=63

𝑣

)

Draw diagnosis from
𝜙𝑖,63 ?

Draw diagnosis from
𝜙𝑖,3 ?

Draw medications
from 𝜙𝑚,63 ?

Diagnosis = [5649]
Unspecified
functional disorder of
intestine
(腸功能性疾患)

Diagnosis = [4659]
Acute upper
respiretory infections
of unspecified site (急
性上呼吸道感染)

Medication =
MAGNESIUM
HYDROXIDE (瀉劑及
緩瀉劑)
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Full text at http://goo.gl/9c1s4d

MCLDA: Approximate Inference
• Collapsed Gibbs sampling
• Integrate out 𝜙𝑚,𝑡 , 𝜙𝑖,𝑡 , 𝜙ℎ,𝑡 , and 𝜃 𝑣 .
• Extending the Gibbs sampling scheme

proposed by Griffiths and Steyvers (2004).

• Using CGS, we need to estimate:
𝑚

𝑚

• 𝑝 𝑧𝑣𝑛 = 𝑗 𝑧−𝑣𝑛 , 𝑧⋅⋅𝑖 , 𝑧⋅⋅ℎ , 𝑤⋅⋅𝑚 , 𝑤⋅⋅𝑖 , 𝑤⋅⋅ℎ
𝑖

𝑖

• 𝑝 𝑧𝑣𝑛 = 𝑗 𝑧⋅⋅𝑚 , 𝑧−𝑣𝑛 , 𝑧⋅⋅ℎ , 𝑤⋅⋅𝑚 , 𝑤⋅⋅𝑖 , 𝑤⋅⋅ℎ
ℎ

ℎ

• 𝑝 𝑧𝑣𝑛 = 𝑗 𝑧⋅⋅𝑚 , 𝑧⋅⋅𝑖 , 𝑧−𝑣𝑛 , 𝑤⋅⋅𝑚 , 𝑤⋅⋅𝑖 , 𝑤⋅⋅ℎ

• Closed form solution exists:
𝑚

𝑚

• 𝑝 𝑧𝑣𝑛 = 𝑗 𝑧−𝑣𝑛 , 𝑧⋅⋅𝑖 , 𝑧⋅⋅ℎ , 𝑤⋅⋅𝑚 , 𝑤⋅⋅𝑖 , 𝑤⋅⋅ℎ
𝑚
𝑤𝑣𝑛

𝛽𝑚 +𝑐−𝑣𝑛,𝑗

𝑣

𝑣

∝

(𝑣 )

𝑚 +𝑐 𝑖 +𝑐 ℎ
𝛼+𝑐−𝑣𝑛,𝑗
⋅,𝑗
⋅,𝑗

𝑀

𝑄𝑚 𝛽𝑚 +𝑐−𝑣𝑛,𝑗 𝑇𝛼+𝑁𝑣𝑚 +𝑁𝑣𝑖 +𝑁𝑣ℎ −1

73
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MCLDA: Approximate Inference
𝑚

𝑚

• 𝑝 𝑧𝑣𝑛 = 𝑗 𝑧−𝑣𝑛 , 𝑧⋅⋅𝑖 , 𝑧⋅⋅ℎ , 𝑤⋅⋅𝑚 , 𝑤⋅⋅𝑖 , 𝑤⋅⋅ℎ
𝑚
𝑤𝑣𝑛

𝛽𝑚 +𝑐−𝑣𝑛,𝑗

𝑣

𝑣

∝

(𝑣 )

𝑚 +𝑐 𝑖 +𝑐 ℎ
𝛼+𝑐−𝑣𝑛,𝑗
⋅,𝑗
⋅,𝑗

𝑀

𝑄𝑚 𝛽𝑚 +𝑐−𝑣𝑛,𝑗 𝑇𝛼+𝑁𝑣𝑚 +𝑁𝑣𝑖 +𝑁𝑣ℎ −1

• 第v筆資料中，第n項藥品是群組j的機率 (給定其它變數)

= (排除第v筆資料中第n的藥品，在群組j中，跟第v筆資料
中第n項一樣的藥品，被分到群組j的機率)×
(在第v筆資料中，排除第n項藥品後，所有其他項目，包含
診斷、用藥、與情境變數，被分到群組j的機率)

Full text at http://goo.gl/9c1s4d
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Research Testbed
• Random sample of National Health Insurance

Research Dataset (NHIRD) of Taiwan
• Sample period: 2002/1/1 to 2009/12/31 outpatient visits

• Total number of visits: 1,000,000.
• Number of unique diagnosis (ICD9 code): 3,830
• Number of unique drugs (by main ingredient): 1,416
• Number of unique contextual information token: 60
• Average number of diagnosis per visit: 1.68

• Average number of drugs per visit: 3.39
• Average number of contextual info. token: 3

Internet+ 系列論壇

Full text at http://goo.gl/9c1s4d
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A Sample Record from NHIRD
Record

Tokens
Sample Record 1

Diagnosis 

4781 Other diseases of nasal cavity and sinuses (鼻腔及
鼻竇之其他疾病)



4650 Acute laryngopharyngitis (急性咽喉炎)



46410 Acute tracheitis without mention of obstruction (急
性氣管炎，未提及阻塞)

Medication 

NOSCAPINE (鎮咳劑)



DEXCHLORPHENIRAMINE MALEATE (抗組織胺劑)



IBUPROFEN (非類固醇類抗發炎劑)

Patient 
Demographic 


Age_Group_09
Sex_F
Div_Otolaryngology (耳鼻喉科)

Full text at http://goo.gl/9c1s4d
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Performance Evaluation
• Ten-fold cross validation

• Prediction Power
• A “Folding in” procedure for MCLDA.
• Prediction tasks:
• Predicting medications given diagnoses and
contextual information
• Predicting diagnoses given medications and
contextual information

77
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Performance Metrics
• Normalized discounted cumulative gain (NDCG)
• NDCG =

𝐷𝐶𝐺
,
𝐼𝐷𝐶𝐺

𝐷𝐶𝐺 = 𝑟𝑒𝑙1 + σ𝑛𝑖=2 𝑟𝑒𝑙𝑖 / log 2 𝑖

• The discounted score compared to the best possible one.

• Mean average precision (MAP)
• Average precision: 𝐴𝑃 𝑎 =
• 𝑀𝐴𝑃 =

1
𝑇

1
𝑎
σ𝑚
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛(𝑟𝑎𝑛𝑘𝑘 )
𝑘=1
𝑚𝑎

σ𝑎∈𝑇 𝐴𝑃(𝑎)

• Hitrate@n (n=1, 2, 3, 5)
• 𝐻𝑖𝑡𝑟𝑎𝑡𝑒@𝑛 = 𝑁𝑐 /𝑁

• The percentage of testing records that were hit at least once among

the top n predictions.
• Perplexity (exponential of averaged log likelihood)
• exp 𝐿 𝑊𝑡𝑒𝑠𝑡 /𝐶𝑊𝑡𝑒𝑠𝑡

Full text at http://goo.gl/9c1s4d
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Baseline Model
• Latent Dirichlet Allocation (LDA)
• Treat a visit as a document
• Treat a diagnosis as a word
• Treat a drug as a word
• Mixed membership model (MMM) (Erosheva et al. 2004)
• Originally proposed to model word-citation co-occurrence
• K-nearest neighbors (kNN)
• Logistic Regression (LR): multiple label, binary relevance
• Lasso, elastic-net, ridge
• Co-occurrence
• Popularity (unconditional probability)

Internet+ 系列論壇

Full text at http://goo.gl/9c1s4d

Parameter Tuning
• Based on the training data of

the first fold in the ten-fold
cross validation
• Number of health status group
= 70
• kNN: k=50
• Logistic regression:
Model

𝛼

LR_L2
LR_ENET25
LR_ENET50
LR_ENET75
LR_L1

0
0.25
0.50
0.75
1.00

𝜆 for
medication
prediction
0.0067
0.0016
0.0008
0.0033
0.0004

𝜆 for
diagnosis
prediction
0.0016
0.0004
0.0004
0.0033
0.0002

80
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EXPERIMENTAL
RESULTS
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Sample Estimated Latent Health Status
Group (Group 28)
Diagnosis

Medication

Patient Demo.

[ 50. 1%
] 46 59 Ac ute u ppe r
re spi rato ry infection s of [ 11. 9 %
] AC ETAM I NOPH EN [ 20. 7%
]
General
un specifie d site ( 急性上呼吸 (陣痛解熱)
道感染)

Di v.

[ 11. 6 %
] 4871 In fluen za w
it h
[ 4. 1%
]
ot he r
re spi rato ry
DEXTROM ETH ORPH AN
manife station s (流行性感冒併
HBR (鎮咳劑複方)
其他呼吸道表徵)

[18.4%] Sex_F

[ 7.6 %
]
460
A
cute [3. 1%
]
na so pha ryngiti s
[common CHL ORPH ENI RAM I NE
cold] (急性鼻咽炎（感冒）)
MALEATE (抗組織胺劑)

[14.4%] Sex_M

[4.6%] 7840 Headache (頭痛) [2.5%] CIMETIDINE H2

[7.2%] Div. Family

[ 4. 2%
]
46 58 Ac ute u ppe r
re spi rato ry infection sof ot he r [ 2. 2%
] M EFENAM IC AC I D ( [ 5. 2%
]
14
multi ple site s (急性上呼吸道 非類固醇類抗發炎劑)
感染)

Ag e

Grou p

Internet+ 系列論壇
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Sample Records with Estimated Latent
Group
Record A1
deficienc y anemia s,  FERROUS FUMARATE; Group=56
to
bloo d lo ss;



280 0 Iron
se con da ry
Group=56



4289 Hea rt failu re , un spe cifie d; 
Group=36



NIFEDIPINE; Group=36
SPIRONOLACTONE; Group=36
ISOSORBIDE DINITRATE; Group=36

Record A2


46 59 Ac ute uppe r re spi rato ry 
infection s of un specifie d site ;
Group=51




ACETAMINOPHEN (=PARACETAMOL);
Group=51
SIMETHICONE EMULSION; Group=51
CODEINE PHOSPHATE; Group=51
PSEUDOEPHEDRINE HCL; Group=51



250 00 D
ia bete s mellitu s w
i t hout 
mention of com plication , Type II;
Group=38

GLYBURIDE (=GLIBENCLAMIDE);
Group=38

Full text at http://goo.gl/9c1s4d
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60
27
15
39
66
40
30
46
14
50
68
67
26
7
3
38
10
51
56
63
59
36
34
48
57
49
2
54
58
16
20
13
41
43
52
37
35
65
29
61
9
55
18
1
64
4
53
47
33
28
12
17
42
24
70
25
69
21
44
8
5
62
23
6
19
22
11
32
31
45

Latent health
status group
similarity
• Symmetric

45
31
32
11
22
19
6
23
62
5
8
44
21
69
25
70
24
42
17
12
28
33
47
53
4
64
1
18
55
9
61
29
65
35
37
52
43
41
13
20
16
58
54
2
49
57
48
34
36
59
63
56
51
10
38
3
7
26
67
68
50
14
46
30
40
66
39
15
27
60

Kullback-Leibler
(KL) divergence
• Upper left:
diagnosis
similarity
• Lower right:
medication
similarity
Cluster A

Cluster B

Full text at http://goo.gl/9c1s4d
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Latent health status group similarity
60
27
15
39
66
40
30
46
14
50
68
67
26
7
3
38
10
51
56
63
59
36
34
48
57
49
2
54
58
16
20
13
41
43
52
37
35
65
29
61
9
55
18
1
64
4
53
47
33
28
12
17
42
24
70
25
69
21
44
8
5
62
23
6
19
22
11
32
31
45

• Lower-right (medication pairs) is

warmer
• Square blocks
• Similar diagnoses and medications

Diagnosis: upper respiratory disease
(i.e. common cold)
Medication: similar treatments (e.g.,
acetaminophen, non-steroidal antiinflammatory drugs)
• Cluster B:
Diagnosis: chronic disease (e.g.,
hypertension, diabetic mellitus)
Medication: anti-hypertensive drugs,
anti-diabetic drugs

45
31
32
11
22
19
6
23
62
5
8
44
21
69
25
70
24
42
17
12
28
33
47
53
4
64
1
18
55
9
61
29
65
35
37
52
43
41
13
20
16
58
54
2
49
57
48
34
36
59
63
56
51
10
38
3
7
26
67
68
50
14
46
30
40
66
39
15
27
60

• Cluster A:

Cluster A

Cluster B
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High
Predicting Medications Given Diagnoses
hitrate@5

Best
performer
Method

NDCG

MAP

(0.03) 35.4

Hitrate@3

(0.06) 59.5

Hitrate@5

MCLDA

50.1

MMM

49.7*** (0.03)

30.1*** (0.03)

34.5*** (0.06) 58.3*** (0.07) 69.1*** (0.08)

LDA

49.3*** (0.02)

29.7*** (0.03)

34.5*** (0.06) 58.2***(0.06)

CoOccur

49.9** (0.02)

30.5* (0.02)

35.3* (0.03)

kNN

49.0*** (0.03)

29.6*** (0.03)

34.1*** (0.04) 58.1*** (0.06) 69.4*** (0.07)

47.8*** (0.02)

28.5*** (0.02)

33.5*** (0.03) 56.5*** (0.06) 66.4*** (0.05)

LR_ENET25

48.1*** (0.01)

28.8*** (0.01)

33.7*** (0.03) 56.9*** (0.04) 67.2*** (0.04)

LR_ENET50

47.4*** (0.01)

28.1*** (0.01)

33.6*** (0.03) 56.7*** (0.04) 67.0*** (0.05)

LR_ENET70

46.0*** (0.02)

26.9*** (0.02)

33.7*** (0.04) 56.5*** (0.05) 65.7*** (0.06)

LR_L1

45.1*** (0.03)

Popular

31.6*** (0.02)

26.0*** (0.03)
13.7*** (0.02)

32.2*** (0.04) 54.5*** (0.03) 64.4*** (0.06)
21.3*** (0.05) 30.4*** (0.06) 37.7*** (0.06)

Simple but
LR_L2
effective

(0.02) 30.6

Hitrate@1

(0.06) 70.0

(0.06)

68.9*** (0.06)

58.7*** (0.05) 69.3*** (0.06)

Worst performer;
note the large
*** ,**, and * indicate the difference between a method and MCLDA is statistically significant at
gaps the 99%, 95%, and 90% confidence levels based on pairwise t-tests. Performance computed via a
ten-fold cross-validation. Standard errors are inside the parentheses.
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Best
Predicting
Diagnoses
Given
Medications
performer
Method
MCLDA

NDCG
54.7 (0.03)

MAP
37.5 (0.03)

Hitrate@1
32.5 (0.06)

Hitrate@3
Hitrate@5
53.3 (0.07) 62.9 (0.07)

MMM

54.3*** (0.04)

37.8*** (0.04)

32.3* (0.05)

52.9*** (0.06) 62.2*** (0.06)

LDA

52.4*** (0.03)

36.1*** (0.03)

31.0*** (0.06) 50.5*** (0.07) 59.5*** (0.07)

CoOccur

47.7*** (0.04)

30.8*** (0.04)

25.1*** (0.05) 42.6*** (0.08) 51.5*** (0.08)

kNN

54.1*** (0.03)

37.8*** (0.04)

31.9*** (0.07) 53.1*** (0.06) 62.7*** (0.07)

50.8*** (0.03)

34.9*** (0.04)

30.5*** (0.05) 49.2*** (0.05) 57.6*** (0.04)

34.7*** (0.04)

30.3*** (0.06) 48.9*** (0.05) 57.2*** (0.05)

50.2*** (0.03)

34.4*** (0.04)

30.3*** (0.06) 48.7*** (0.05) 57.0*** (0.05)

47.9*** (0.04)

32.8*** (0.05)

30.0*** (0.06) 47.1*** (0.07) 54.3*** (0.06)

46.5*** (0.04)
30.8*** (0.03)

30.9*** (0.04)
15.4*** (0.03)

27.3*** (0.05) 44.6*** (0.05) 52.2*** (0.06)
10.5*** (0.04) 20.6*** (0.05) 25.8*** (0.06)

LR_L2

CoOccur
LR_ENET25
50.6*** (0.03)
no good
LR_ENET50

LR_ENET70
LR_L1
Popular

Worst performer;
*** ,**, and * indicate the difference between a method and MCLDA is statistically significant at
note the large
gaps the 99%, 95%, and 90% confidence levels based on pairwise t-tests. Performance computed via a
ten-fold cross-validation. Standard errors are inside the parentheses.

Full text at http://goo.gl/9c1s4d
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Prediction Performance: Perplexity

• Predicting diagnosis is easier
• The novel structure of MCLDA helps in diagnosis

prediction, but not medication prediction.

88
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Predicting medications given diagnoses
(1,000 training instances)
Method
MCLDA
MMM
LDA
CoOccur
kNN
LR_L2
LR_ENET25
LR_ENET50
LR_ENET70
LR_L1
Popular

NDCG
40.0
36.4***
37.6***
37.8***
33.0***
30.7***
32.6***
32.4***
33.4***
32.2***
27.2***

MAP
(0.14)
(0.10)
(0.21)
(0.09)
(0.09)
(0.17)
(0.03)
(0.03)
(0.07)
(0.03)
(0.1)

20.7

Hitrate@1
(0.13) 25.7

19.5*** (0.07)
17.1*** (0.2)
17.4*** (0.07)
13.1*** (0.06)
10.8*** (0.12)
12.7*** (0.03)
12.5*** (0.03)
13.5*** (0.04)
12.3*** (0.05)
8.4*** (0.07)

23.8
23.7***
24.9***
19.2***
13.1***
17.2***
17.0***
19.1***
16.9***
12.8***

Hitrate@3

(0.27) 44.6

(0.22)
(0.46)
(0.11)
(0.12)
(0.11)
(0.16)
(0.17)
(0.11)
(0.26)
(0.1)

44.9
42.1***
43.0***
32.9***
27.3***
34.0***
33.6***
36.0***
33.3***
19.0***

Hitrate@5

(0.37) 54.0

(0.26)
(0.47)
(0.18)
(0.38)
(0.62)
(0.1)
(0.09)
(0.18)
(0.09)
(0.23)

53.6
52.2***
52.6***
41.6***
37.6***
44.0***
43.6***
45.7***
43.0***
24.6***

• Larger gaps between approaches.
• MCLDA is still the best in most cases.
• kNN was seriously hurt by reduced training size.

(0.24)

(0.26)
(0.45)
(0.2)
(0.3)
(0.57)
(0.1)
(0.12)
(0.18)
(0.12)
(0.14)
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Predicting diagnoses given medications
(1,000 training instances)
Method
MCLDA
MMM
LDA

NDCG
36.0 (0.22)
38.1*** (0.14)

MAP
19.1 (0.19)
17.7*** (0.13)

Hitrate@1
24.6 (0.34)
24.6 (0.56)

Hitrate@3
43.3 (0.48)
43.3 (0.26)

Hitrate@5
51.9 (0.56)
53.2* (0.32)

41.9*** (0.11)

25.6*** (0.14)

20.5*** (0.25)

36.1*** (0.3)

45.9*** (0.16)

CoOccur

33.4*** (0.09)

16.4*** (0.08)

18.7*** (0.12)

34.5*** (0.22) 43.1*** (0.13)

kNN

32.1*** (0.09)

15.2*** (0.03)

17.6*** (0.31)

32.1*** (0.35) 41.5*** (0.34)

LR_L2

30.7*** (0.09)

13.8*** (0.06)

16.0*** (0.13)

32.9*** (0.14) 40.7*** (0.21)

LR_ENET25

31.1*** (0.14)

14.2*** (0.13)

18.7*** (0.12)

34.3*** (0.3)

LR_ENET50

30.8*** (0.13)

14.0*** (0.12)

18.5*** (0.12)

33.9*** (0.27) 40.4*** (0.36)

LR_ENET70

31.5*** (0.15)

14.8*** (0.14)

20.2*** (0.12)

35.3*** (0.33) 42.0*** (0.4)

LR_L1

30.6*** (0.13)

13.7*** (0.11)

18.2*** (0.08)

33.3*** (0.28) 39.7*** (0.33)

Popular

27.3*** (0.1)

9.3*** (0.08)

4.6*** (0.07)

24.5*** (0.34) 31.8*** (0.16)

• Larger gaps between approaches.
• LDA, MMM, and MCLDA performed the best.
• kNN was seriously hurt by reduced training size.

41.1*** (0.37)
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Training (900,000 instances) +
Testing (100,000 instances) Time
18,000
16,000

14,000
12,000
10,000
8,000
6,000
4,000
2,000
-

Testing Time
(minutes)
Training Time
(minutes)

MCLDA

MMM

LDA

CoOccu
r

kNN

LR_L2

391

411

362

9

1,077

80

63

67

74

52

2

359

231

206

2

1

9,646

15,345

13,907

11,106

4,435

4

Training Time
(minutes)

LR
LR
LR
LR_L1
ENET25 ENET50 ENET75

Testing Time
(minutes)

10.7 days

Popular

Full text at http://goo.gl/9c1s4d
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Conclusions & Future Directions
• MCLDA is the best performance for diagnosis-to-

medication predictions and medication-to-diagnosis
predictions.
• MCLDA is able to discover latent structure that
explains the co-occurrence among diagnoses,
medications, and patient demographics.
• MCLDA is able to pair diagnoses and medications
in a medical record using the estimated latent
groups.
• May include additional information in the future
• Laboratory orders
• Full disease progression model

Full text at http://goo.gl/9c1s4d
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Failed Hard Drives
in past 25 months

THANK YOU!
QUESTIONS?
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